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SUMMARY 

Experienced Data Engineer with over 10 years of expertise in designing, implementing, and managing data solutions. Specialized in AWS, AZURE, Informatica, Databricks, Snowflake, Python, and Spark, with a proven track record of delivering high-quality data pipelines and enabling impactful business insights.
· Skilled in addressing complex data integration challenges and optimizing workflows for enhanced performance and scalability, proficient in cloud-based platforms, big data technologies, Hadoop, and Spark, contributing to data-driven strategies.
· Knowledge of GenAI and LLMs, including AWS Bedrock, AWS CodeWhisperer, AWS Q, Azure Custom Vision, and Azure Document Intelligence.
· Proficient in Software Development Life Cycle (SDLC), including requirements analysis, design, and testing in both Waterfall and Agile methodologies.
· Experienced in scripting using Python API, PySpark API, and Spark API for data analysis, with extensive use of Python libraries in PySpark and Spark performance tuning.
· Expertise in Python, Hive, and Pig, with strong skills in Power BI for data visualization, reporting, and analysis.
· Developed Power BI reports and dashboards for quick reviews, catering to Business and IT users.
· Comprehensive knowledge of data warehousing concepts and ETL processes, with experience in NoSQL databases like HBase and Cassandra; skilled in creating shell scripts for loading data into HDFS.
· Experience in orchestrating data pipelines with Oozie and Airflow.
· Hands-on experience with Cloudera and Hortonworks distributions and implementing Hive UDFs.
· Proficient in Azure services, including ADF, Blob, Event Grid, Synapse, and AZ Copy.
· Skilled in AWS services, including EC2, S3, RDS, VPC, IAM, Elastic Load Balancing, Auto Scaling, CloudWatch, SNS, SES, SQS, Lambda, and EMR.
· Expertise in tuning Databricks Spark jobs, reducing costs significantly through optimized PySpark applications.
· Developed PySpark scripts to ingest data from Azure Event Hub into Delta tables in Databricks using reload, append, and merge modes.
· Created ADF pipelines for copying Parquet files from ADLS Gen2 to Azure Synapse Analytics Data Warehouse.
· Familiar with Azure ADF, Scala, PySpark, Spark, SQL, Snowflake, Databricks, GitHub, Azure Git, Kafka, ADF Gen2, and ADF Blob Storage.
· Hands-on with Unified Data Analytics using Databricks, including managing notebooks, Delta Lake integration with Python and Spark SQL, and business analytics with Databricks Workspace.
· Knowledgeable in Spark architecture with Databricks, structured streaming, setting up Microsoft Azure with Databricks, and managing clusters for machine learning lifecycle.
· Experienced in working with both GCP and Azure cloud platforms simultaneously.
· Hands-on experience setting up workflows with Apache Airflow and Oozie for managing and scheduling Hadoop jobs.
· Solid understanding of Snowflake, using Snowpipe for continuous data ingestion from S3.
· Developed Snowflake procedures for branching and looping, and utilized zero-copy cloning.
· Conducted data validation through the information schema and analyzed data quality issues with SnowSQL, building analytical warehouses in Snowflake.
· Proficient in AWS services such as EC2, S3, EMR, RDS, Athena, and Glue, cloning production data for code testing and modifications.
· Experienced in troubleshooting and resolving critical issues.
· Skilled in Snowflake utilities, SnowSQL, Snowpipe, and big data modeling techniques using Python.
· Proficient in designing star schemas, Snowflake schemas for data warehouses, and ODS architecture.
· Strong background in data analysis, data profiling, data integration, migration, data governance, metadata management, master data management, and configuration management.
· Experienced in building automation regression scripts to validate ETL processes across multiple databases, including Oracle, SQL Server, Hive, and MongoDB, using Python.

PROFESSIONAL EXPERIENCE 

Client: DTCC. Tampa, FL
Role: Data Engineer 										Jun 2022 – Till date
Responsibilities:

Medallion Architecture Data Lake:
· Ingested raw data (batch and streaming) into the bronze layer.
· Transformed and cleansed data in the silver layer, utilizing Delta Lake for efficient storage and updates.
· Created a gold layer with a STAR schema, optimized for analytical queries and reporting.
Snowflake Data Loading:
· Bulk loaded data from AWS S3 into Snowflake using the COPY command.
· Loaded data into Snowflake tables from internal stages with SnowSQL and Snowsight, validating internal stage files using COPY, LIST, PUT, and GET commands.
· Managed data import/export between Snowflake’s internal stage and AWS S3.
AWS and Streaming Analysis:
· Implemented AWS SNS notifications to alert users on the status of AWS, Palantir, and other data pipelines, enabling proactive issue resolution.
· Analyzed streaming data using Spark Structured Streaming and AWS Kinesis to generate continuous insights.
Data Transformation and Query Optimization:
· Wrote advanced SnowSQL scripts for business analysis and reporting within Snowflake.
· Used the FLATTEN function to query VARIANT, OBJECT, and ARRAY data types effectively.
· Designed data transformation logic with PySpark and SQL on Databricks, preparing data for analysis and reporting.
· Enabled data visualization by connecting Power BI to gold-layer data through Athena.
Data Pipeline Management:
· Developed Spark applications to extract, transform, and aggregate data from multiple sources, preparing it for further analysis and reporting within AWS environments.
· Wrote Python functions integrated with Spark to parse and decode XML files, storing the parsed data into AWS S3 for secure and accessible data management.
· Built and scaled data pipelines to process millions of daily customer transactions, moving data efficiently from Redshift to AWS S3 and making it accessible through Amazon Athena on an EMR cluster for streamlined query and analysis.
· Created datasets to capture customer journeys, third-party deliveries, tokenization processes, and basket analysis, enabling rich insights and supporting advanced analytics initiatives on AWS.
Collaboration and Documentation:
· Acted as a trusted advisor to Data Scientists and consumers, identifying data issues and guiding resolution with partner Data Engineers and providers.
· Researched and integrated new data sources to enhance analytics for Tableau visualizations.
· Conducted code reviews and managed deployments using AWS CodeCommit.
· Performed data quality checks via AWS Glue Data Quality.
· Effectively communicated with stakeholders and provided guidance and support to other engineers.
· Utilized JIRA for workflow management and Confluence for documentation.

Environment: AWS, AWS S3, AWS code commit, AWS Glue Data Quality, AWS Athena, Jira, EMR Cluster, Python, Spark, XML, Redshift, Pyspark, SQL, Power Bi, Databricks, Snowflake, AWS Kinesis, SnowSQL, SnowSight

Client: UBS, NY									Apr 2020 – July 2022
Role: Azure Data Engineer
Responsibilities:

Data Architecture and Modern Solutions
· Analyzed, designed, and built data solutions leveraging Azure PaaS services to support data visualization.
· Evaluated the current production state of applications to assess the impact of new implementations on existing business processes, ensuring seamless transitions and minimal disruptions.
ETL Processes and Data Ingestion
· Extracted, transformed, and loaded data from various source systems into Azure Data Lake, Azure Storage, Azure SQL, and Snowflake.
· Leveraged Azure Data Factory (ADF), T-SQL, Spark SQL, and U-SQL for optimized data ingestion across platforms.
· Implemented Snowflake Lambda data processing by aggregating and moving data from multiple sources, using tools like Apache Flume and Kafka for real-time data processing.
Azure Data Tools and Custom Solutions
· Developed the Azure CXP Tools Portal, a comprehensive platform addressing various challenges for Azure customer experience teams, facilitating streamlined workflows.
· Designed and developed the Customer Lookup Tool to expedite the Azure outage assessment process and enhance customer communication, ensuring efficient problem resolution.
· Built the //AzNot Tool, offering a unified view of customer-impacting incidents across Azure. The tool improved notification efficiency, user experience, and internal incident visibility for faster resolutions.
Data Processing and Integration with Azure Databricks
· Created Azure Databricks (Spark) notebooks to extract data from Azure Data Lake, Blob Storage, and other sources, loading it efficiently into on-premises SQL Server databases for further analysis.
· Built ETL pipelines within ADF with custom job triggers, allowing seamless data processing across Azure services, enabling comprehensive data transformation workflows.
Database Management and SQL Development
· Configured SQL Server Linked Servers to enable cross-database queries and data exchange between servers.
· Created SSIS packages for uploading data in various formats (Excel, Flat files, Access) into SQL Server, streamlining ETL processes.
· Improved application performance through Azure Search and SQL query optimization, ensuring faster data retrieval and processing times.
· Developed authentication features with 2FA and role-based access, using Azure Active Directory and Datacenter Security Token Service (dSTS) to secure applications.
Cloud Security and Data Compliance
· Migrated Azure CXP Tools to HTTPS-based authentication, securing data exchanges with SSL encryption and aligning with industry best practices.
· Implemented Azure Application Insights for tracking user activity and logging errors, providing visibility into data operations and user interactions.
Real-time Data Processing and Analytics
· Configured Snowflake Spark Streaming to receive real-time data from Kafka and store the stream in HDFS, enabling instant data access for analytics.
· Designed a solution for Near Real-Time (NRT) data processing using Azure Stream Analytics, Azure Event Hub, and Service Bus Queue, facilitating near-instant insights for decision-making.
Data Lake and Warehouse Management
· Created Data Lake Analytics accounts and configured U-SQL scripts to process complex data transformation and load operations.
· Managed data import to Snowflake and Azure Data Lake, transferring millions of records using Sqoop, with Spark handling processing tasks for optimal performance.
User Experience Tools and Reporting
· Provided Azure teams with self-service tools for data maintenance using SQL Master Data Services (MDS), enhancing operational efficiency for data upkeep across departments.
· Used Graph API to query user roles and groups from AAD and built comprehensive reports using complex SQL views, stored procedures, and analytical queries.
Documentation, Design, and Workflow Management
· Created data flow diagrams in Visio, documenting each phase of development and the operational requirements for Azure CXP Tools.
· Utilized JIRA for efficient workflow management, ensuring timely project tracking, prioritization, and resource allocation.

Environment: Azure, Data Factory, Data Bricks, U-SQL, SQL Server, Azure stream analytics, Azure Event Hub, Sqoop, Data Lake, Azure CXP Tools, HDFS, Service Bus Queue, ADLS, Azure Data Warehouse, Kafka, Spark, SQL, Graph API, Apache Flume, Kafka, Snowflake, T-SQL, Azure Data Lakes.

Thomson Reuters, Mumbai, India							Jan 2018 – Jun 2019 
Role: AWS Big Data Developer
Responsibilities:

· Implemented workflows using Hive, Impala, Sqoop, Hue, EMR, EC2, Athena, and Attunity Replicate to parse raw data and generate refined datasets, aligned with business requirements.
· Developed scripts and batch jobs for scheduling various functional modules, enabling efficient data processing and transformation.
· Designed and implemented strategies to migrate on-premises Hadoop data and queries to AWS cloud infrastructure with an emphasis on data encryption to ensure security both at rest and in transit.
· Automated data imports from Oracle into HDFS and S3 using Sqoop and Oozie for orchestration, created Hive tables based on business needs, and utilized secure-Sqoop, SCP, FTPS, and AWS SSE KMS for data encryption.
· Optimized the infrastructure to bridge S3 data with Tableau by leveraging Athena for efficient data analysis. Managed and monitored Attunity Replicate to synchronize data with AWS.
· Utilized AWS CloudFormation, Lambda Service, Bamboo, and Bitbucket for maintaining infrastructure as code, with automated provisioning of EMR clusters as long-running or ephemeral instances.
· Leveraged close integration of JIRA, Bitbucket, and Bamboo to establish continuous integration and delivery (CI/CD) workflows.
· Migrated Amazon Connect Call Metrics from Cassandra and Salesforce to AWS Snowflake Data Warehouse. Prioritized the creation of new tables, schemas, and data structures to support business intelligence.
· Developed ETL pipelines in and out of Snowflake using a combination of Python and SnowSQL, performing data validation to ensure consistency with legacy data sources.
· Collaborated with Business Intelligence Analysts for data modeling, supporting effective data structuring to enable insights and reporting.
· Developed Tableau scorecards, dashboards, and various visualization elements, optimizing data extracts, schedules, and refresh tasks on Tableau Server for efficient reporting.
· Validated Tableau data by comparing metrics against underlying database tables, ensuring data consistency across reports.
· Scheduled AWS Snowflake reports using Airflow and performed automated data uploads to AWS S3 Cloud Box, subsequently integrating with Snowflake through Airflow.
· Maintained source code in GitHub, tracking code changes and sharing updates for efficient version control and collaboration.
· Developed data visualization tools and performed data cleaning using Python Pandas, enhancing data processing efficiency.
· Designed and set up production environments for Apache Airflow to manage scheduling and automation of ETL processes and reporting tasks.
· Utilized Snowflake SQL and Jupyter Notebooks (iPython) for data extraction, transformation, and loading (ETL), enabling robust reporting and business intelligence capabilities.
· Extensively used NumPy, Pandas, SQLAlchemy, and Sci-kit packages to support data migration and ensure smooth transition and data quality.
· Conducted troubleshooting, problem-solving, and query performance tuning for efficient access to Snowflake data warehouse.
· Supported real-time data handling through Amazon S3 buckets, ensuring reliable storage and quick access to processed results.

Environment: AWS (EMR, EC2, S3), Hadoop (HDFS/MapReduce), Hive, Sqoop, SQL, Linux, Splunk(alerts), Snowflake, Databricks, Informatica Power Center, AWS S3, Apache Airflow, Python, Jupyter Notebooks, ODI, VSTS, TFS, Power BI Desktop, Power BI Service, Mainframe, Teradata, Agile, GitHub.

MacAfee, India									July 2016 – Jan 2018 
Role: Data Manager 
Responsibilities: 

· Managing pricing and promotional data for the Multiplay broadband products for various sales channels. 
· Creating/adding new products/propositions in the pricing database 
· Creating/updating services, equipment, packages (products) and offers (promotions) on the base Multiplay broadband packages/products. 
· Coordinating with the trading team to decide the upcoming propositions. 
· Launching products on various sales channels (Instore Retail, Indirect/Call centres, Ecommerce) on time and when it is needed. 
· Creating workflows in CRM for gift cards, bill credits, cash back vouchers along with managing campaigns and partners in CRM. 
· An expert in using the tool, the DMT (Data Management Tool), for managing the pricing database. 
· Weekly reports on the sales and submission rates for individual broadband, phone and tv services providers on various sales channels: Ecommerce, Retail and Partnerships. 
· Analysing the YoY and MoM sales data to identify new opportunities and the ways to reduce the customer orders pre submission and post submission dropout rate. 
· Responsible for creating a monthly sales report showing the orders placed, cancelled, installed, and dropout rates from the sales cube. 
· Identifying new opportunities and ways of working with the current system to improve the performance, efficiency, scalability, and usability of the existing pricing system. 
· Active member in innovating new features and delegating the ideas to the developers and the stakeholders of the applications. 
· Mentoring new team members in process, data, and applications. 
· Documenting, updating, and managing the concepts and terminology used within the current pricing system. 

[bookmark: _Hlk177992213]Client: Zensar, India									Sep 2014 – July 2016
Role: Data Analyst 
Responsibilities: 

· Understanding, analysing, and transforming the data (marketing leads) from various marketing operations. 
· Developed a wide range of Business Intelligence solutions used to manage output of large data volumes for marketing managers. SSIS packages developed and deployed using Team Foundation Server. 
· Use ETL processes to achieve effective business use of high volumes of data. 
· Build and maintain SQL scripts and complex queries for data analysis and extraction. 
· Assisting with the transition to a new marketing automation system, analysing existing data practices and making recommendations for improvements. 
· Generating reports using Power BI for various marketing teams. 
· Ensure best practices are applied and integrity of data is maintained through security, documentation, and change management. 
· Mentor and coach new team members on business process and technical aspects. 

